Chapter 1: What is DeepSeek?
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User Prompt

i

Input Context

i

Input Tokenization

DeepSeek-R1 employs various technigues

v to ensure efficient inference:

Prefill: Process entire Mixture of Experts (MoE)
input sequence
- Optimized Kernels
v - Cached Attention
Multi-Head Latent Attention - Speculative Decoding
(MLA) - Bach Size Management

- FP8 Quantization

i

Chain-of-Thought (CaoT)
Reasoning
Decode: [terative
token generation ¥
Thinking Tokens
¥

[ Output




Traditional Transformer Attention (Q, K, V)
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Mixture of Experts (MoE)
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Chapter 2: Deep Dive into DeepSeek
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Input Tokens

h 4

Token Embedding Layer

Y

Transformer Decoder Stack (61 Layers)

1-3: Dense Transformer Blocks
- Multi-Head Latent Attention (MLA)
- Standard Feed-Forward Metwork

4-61: Mixture-of-Experts (MoE)
Blocks
- MLA + MoE Feed-Forward Layer

Y

Qutput Prediction Heads {Multi-
Token)

h 4

Predicted Tokens (Autoregressive
Generation)




User Query / Prompt + Top-k Retrieved Candidates
(Embeddings + Token Sequences)

l

Cross-Attentive Re-Ranking Module

« For each candidate:
1. Combine [Prompt] + [Candidate]
2. Compute joint representation
3. Multi-Head Attention:
1. [QJuery attends to [K]andidates
4. Obtain attention-weighted scores

l (Similarity Scores Per Candidate)
Softmax/Ranking (Ranked Candidates)

l l

Decoder/Generator (Generates Output Rationale/Explanation)




Token Sequence: "Prove that the sum of two
even numbers is even"

Y

\
MoE Layer (58

total)
Y
(256 Experts)
Expert 1 (Noun) Expert 2 (Number) (g’;‘:’;rﬁig)
Y

[Similarity Compute for each token: u_t
e_1i]

Y

[Activation: Top 8 experts selected per
token]
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Stage 1: Training VL Adaptor

DeepSeek LLM

Vision-Language
Adaptor

SAM-B SigLIP-L

Hybrid Vision
Encoder &

Image-Text Pairs

Stage 2: Joint VL Pre-fraining

DeepSeek LLM

Vision-Language
Adaptor

SAM-B SigLIP-L

Hybrid Vision
Encoder %

Interleaved VL +
Pure Language Sequences

Stage 3: Supervised Finetuning

DeepSeek LLM

Vision-Language

Adaptor

SAM-B SigLIP-L

Hybrid Vision
Encoder ¢

VL Chat Data +
Pure Language Chat Data

Growth




Chapter 3: Prompting DeepSeek

® Mistral Medium 3.1

The use of a black-box Al triage system in emergency rooms (ERs)—even if empirically more accurate than
human doctors—raises complex ethical, practical, and societal questions. Below is a balanced discussion of the

pros and cons, followed by a recommendation based on ethical principles and real-world constraints.

Pros of Using a Black-Box Al Triage System

1. Improved Accuracy and Speed

« If the Al demonstrates superior diagnostic accuracy (e.g., lower misdiagnosis rates, faster
identification of critical cases like strokes or sepsis), it could save lives and reduce harm from
human error or cognitive biases (e.g., anchoring, availability bias).

« Example: Studies show Al can outperform radiclogists in detecting certain conditions (e.g.,
pneumonia on X-rays) or predict patient deterioration hours before clinical signs appear.

2. Reduction in Human Burnout

« ER doctors often face extreme stress and fatigue, leading to errors. Offloading triage decisions to Al
could reduce burnout and improve working conditions.

3. Scalability and Consistency

« Al can handle high patient volumes without performance degradation, ensuring consistent care
quality across shifts, hospitals, or geographic regions.

« Useful in underserved areas with clinician shortages.
4. Data-Driven Insights

= Al could identify patterns humans miss (e.g., subtle interactions between symptoms, lab results, and
patient history) and improve over time with more data.




Chapter 4: Using DeepSeek: Case Studies

@ Models
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gpt-4.1
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Chapter 5: Building with DeepSeek

Engine GitHub repo Primary Performance | Quantization | Distributed | Ease of use | Unique feature GitHub | Open
innovation optimizations | (built-in) inference stars issues
vLLM https:// PageAttention | Continuous INTS /INT4 Tensor & High OpenAl- 49.2k | 1.9k
github. with GPU- batching, fused | (AWQ, GPTQ), | pipeline (single- compatible APT;
com{vllmf friendly KV CUDA kernels, | SmoothQuant | parallel command live KV-cache
project/vllm 3
paging async /O serve) swap
Hugging https:// Rust + Python | Token GPTQ, AWQ, Optional High Triton backend, [10.2k [255
Face TGI glth".’b -com/ gRPC server streaming, bits-and-bytes, | sharding (Docker/ Prometheus
:ugglngface/ continuous Marlin & tensor CLI) metrics
ext-
. batching, parallel
generation- i
X speculative
inference
decoding,
FlashAttention
SGLang https:// Prefill/Decode | Continuous FP8, INT4 Data, Medium Vision-LLM 15k 466
github.com/ disaggregation; | batching, (AWQ/GPTQ) | tensor & (extra DSL) | support; built-in
sgl-project/ . . T
RadixAttention | expert/ pipeline router
sglang T
pipeline/tensor parallel
parallel
LMDeploy | https:// Compression- | Persistent 4-bit Tensor High (one Integrated 6.5k 448
github.com/ to-serving batch, blocked | weight+KV, parallel; executable) | quantize—>deploy
InternLM/ toolkit KV, split-fuse AWQ, K8s Helm flow
Imdeploy
kernels SmoothQuant | chart
TensorRT- | https:// End-to-end Custom kernels, | FP8, FP4, INT4 | Triton Medium Leader/worker 10.7k 608
LLM github.com/ | repgorRT inflight (AWQ), INT8 backend (requires orchestration
NVIDIA/ graph batching, (muld- TRT build)
TensorRT-LLM o
compilation paged KV GPU/node)




Garmin Health Summary AP| @2 @

lopenapi.json

default ~

/ Root N

m /health-summary GetHealth Summary ~

Get daily health summary for a specific date.

Args: request: Health summary request with date and model garmin_email: Garmin account email from header garmin_password: Garmin account password from header

Returns: Daily health summary with Al-generated insights

Name Description

garmin- Garmin email address

email * .

string garmin-email

(header)

garmin- Garmin password

password * .

string garmin-password

(header)

Request body application/json ~

Example Value | Schema

"date": "2025-10-20",

"model": "deepseek-chat"

Responses

DeepSeck-R1-Distill-Qwen-14B-2025-08-24-08-32-49-249 (Cactions v ) (" create bateh transform job ) ((_create endpoint )
Model settings
Name ARN Creation time 1AM role ARN
DeepSeek-R1-Distill-Qwen-14B-2025-08-24-08-32-49-249  arn:aws:sagemaker:eu-central- 8/24/2025,10:32:51 AM arn:aws:iam::427525985442:role/DuarteStack-

1:427525985442:model/DeepSeek-R1-Distill-Qwen-148- DuarteBedrockSageMakerRoleFF6ABA20-gnTnlHfunLaT [3
2025-08-24-08-32-49-249

Container 1

Container Name Model data location
Container 1 -
Image Mode
763104351884.dkr.ecr.eu-central-1.amazonaws.com/djl-inference:0.33.0-Imi15.0.0-cu128 Single model
Training job
Environment variables
Key Value
HF_MODEL_ID deepseek-ai/DeepSeek-R1-Distill-Qwen-14B
OPTION_ENABLE_REASONING true
OPTION_REASONING_PARSER deepseek_r1

TENSOR_PARALLEL_DEGREE max




DeepSeek-R1-Distill-Qwen-14B-2025-08-24-08-32-49-249-endpoint

Endpoint summary
Name
DeepSeek-R1-Distill-Qwen-14B-2025-08-24-08-32-43-249-endpoint

ARN
entral-1:42 k-R1-
Distill-Q) dpoi

URL

https://runtime sagemaker.eu-central-
X .

R1-Distill-Qwen-14B-2025-08-24-
08-32-49-249-endpoint/invocations

Learn more about the API [

Monitor Settings Alarms

¥ Operational Metrics

CPU Utilization info

Percentage
600.00

500,00
400.00
300.00
200,00

100.00

Aug 24 Aug 24 Aug 24 Aug 24
1037 1037 1038 1038

Time

Aug 24
10:39

Status
@ Inservice

Creation time

Type
Real-time

Last updated

Sun Aug 24 2025 10:32:51 GMT+0200 (Central European Summer Time) Sun Aug 24 2025 10:41:12 GMT+0200 (Central European Summer Time)

Model container logs

Alarms

Jaws/sagemaker/endpoints/DeepSeek-R1-Distill-Qwen-148-2025-08-24-08- Oalarms

32-49-249-endpoint

Aug 24
10:38

i s ) e v (e v | (R

Memory Utilization it H

Percentage
800

7.00
6.00
5.00
400
3.00
200
1.00
0.00

Aug 24 Aug 24 Aug 24 Aug 24 Aug 24 Aug 24
1037 1037 1038 1038 1039 1039

Time




Chapter 6: Agents with DeepSeek

MCP Client MCP Server

Calls Tools < »|Exposes Tools

Queries Resources Exposes Resources

Requests Prompts Exposes Prompts

Tools Prompts Resources
Functions to be called Templates for Al interactions Data exposed to client

retrieve_document Document QA Files

send_message Summary Records from Database

get_weather Json Output API responses

Augmented LLM

Tools (or MCP)

search_web J [ send_email J [ read_memory J

Large Language Model
(e.g., DeepSeek R1, DeepSeek v3, etc)

e ‘_Ac“on

FGenerate ResponSﬁ'
Generator Evaluator

L No: - Yes: -
Give Feedback 'Fnish Finish
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Chapter 7: DeepSeek-Driven Fine-Tuning of Gemma 3 for Legal
Reasoning

Generate | CUAD Enhanced CUAD | Fine-tune with_, Gemma 3
_-Rationales Dataset "| Rationale-Augmented Unsloth/LoRA Student Model
DeepSeek-R1 .
Teacher Model Evaluation
Evaluation & Comparison
~—— P—

(DeepSeak-R1 APT)

Held-out test split

—

Compare metrics & errors

>

Local student infarence

ZenhL pipeline

------
finetune_model

Stage 2: Fine-tuning

Y Adapters + tokenizer saved
Format to Gemma-3 chat tocally / Hub
{user J50N — assistant

- '-.__ Stage 1: Distillation I50M)
-] Ext;cutesq.
rationales attached)
DeepSeek-R1 via
DpenRouter/LiteLLM
Epochs
0.01 0.14 0.29 0.43 0.58 0.75 0.87 1.01 1.16 1.30 1.47 1.59 1.74 1.68 2.00
2.0
18 %
1.6
1.4
® 1.2
]
]
>
" 1.0
o0
S
0.8
.'."--_.
0.6 [ L °
- -———-_-.
e ] . 0 ° ° °
0.4
0.2
0
Step 1 Step 100 Step 200 Step 300 Step 400 Step 520 Step 600 Step 700 Step 800 Step 900 Step 1020 Step 1100 Step 1200 Step 1300 Step 1380

Training Steps

1.8333 0.4591 74.95% 1380

Total Improvement Total Steps

Initial Loss Final Loss
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@ < ©® @iemai o @default & Pipclines  evaluation_pipelin  » "

() evaluation_pipeline-2025_06_15-06_50_16_089059 © eB4b7a56-4dec-46ce-bad4-fd080c84b222
@ evaluation_viz ©
L]
Q
() Overview Metadata (i) Visualization
e O urL &, Download
(&
(5] bosc et s Model Evaluation Results
o
g e ‘Overall Performance: Excellent
Caaframs
o
, | 84.5%
© evaluate_model @ evaluate_deey 169 [ 200 correct predictions
2emi e \ )
[y tston osurs [y desmsee uskaton sosuts Overall Metrics Performance Metrics Non-NONE Metrics
‘ Accuracy: 84.50% Precision: 83.50% Accuracy: 84.50%
| Correct: 169 Recall: 74.07% Correct: 169
Total: 200 F1Score: 75.28% Total: 200

@ compare_models

=

|g— Performance Metrics Visualization

comparisce resuts compaison vz .
0= & i Overall Performance Metrics
10
83,50% 84.50%
0.8
74.07% 75.20%
06
H
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Chapter 8: Deploying DeepSeek Models

Yes: PII/PHI can't leave VPC

&

Path 3: DIY Kubernetes
VLLM or TGl on GPUs
Full control, high complexity

split pricing (see API section)

Need to Deploy DeepSeek?

I

Need government-grade
privacy/compliance?

Traffic < 100M tokens/month
AND variable load?

N

Yes No

L |

Need fine-tuning or

Budget < $1,000/month? .
g 3 custom guardrails?

Yes No Yes No

Path 2: Managed Service
Bedrock/Vertex Al
Balance of control &
convenience

Path 0: DeepSeek API

Zero ops, pay-per-use Consistent high volume?

\

Yes No

v

Path 1: Local/Ollama
Single GPU, great for dev
~$0.43/M tokens (amortized&;
blended 1:1)




Chapter 10: Appendix

Models

deepseek-ri-distill-qwen-32b deepseek-math-7b-instruct B

¥ TASKS

Model catalog (211)
Discover Bedrock serverless or Marketplace models that best fit your use case. To get started using a serverless model, request access. For Marketplace models, subscribe and deploy.
Filters » Spotlight
v Model collection [ Q. Filter for a model ] 9 matches
O servertess (1) ( Clear filters )
() Bedrack Marketplace (8) @
v Providers Model name v Version v Status Provider name ¥ Pop y & Deploy A4 Deploy type ¥
O Amazon (12) DeepSeek-R1 vi © Avallable to request DeepSeek 56 N/A Serverless
[[J Anthropic (12)
[] Arcee Al (5) DeepSeek-R1 405 N/A DeepSeek 194 0 Bedrock Marketplace
[] Autogluen (1)

DeepSeek-R1-Distill-Qwen-78 205 N/A DeepSeek 195 0 Bedrock Marketplace
[] BRIAAI(3) —_—
[J cambaai (1) DeepSeek-R1-Distill-Qwen-32B 205 N/A DeepSeek 196 0 Bedrock Marketplace
[] cohere (7)
Deepseek (9) DeepSeek-R1-Distill-Qwen-14B 205 N/A DeepSeek 197 0 Bedrock Marketplace
[ Evolutionaryscale, PBC (1) DeepSeek-R1-Distill-Qwen-1.5B 205 N/A DeepSeek 198 0 Bedrock Marketplace
[ cretel (1)
Show 10 more DeepSeek-R1-Distill-Llama-8B 205 N/A DeepSeek 199 o Bedrock Marketplace
» Modality DeepSeek-R1-Distill-Llama-708 2.0.5 N/A DeepSeek 200 4] Bedrock Marketplace
» Serverless model access status  DeepSeek-R1-0528 1.00 N/A DeepSeek 201 0 Bedrock Marketplace
» Marketplace deployments




Providers for DeepSeek V3

OpenRouter routes requests to the best providers that are able to handle your prompt size and parameters, with fallbacks to maximize
uptime. &

= | Sortby

Deepinfra 0 Context Max Output Input Output Latency Throughput Uptime .,
O U e B ® P 164K 164K $0.38 $0.89 0.57s 49.961tps m
NovitaAl | @ Context Max Qutput Input Qutput Latency Throughput Uptime .,
© s B O L 64K 16K $0.40 $1.30 1.09s 25.421ps m
Nebius Al Studio | O Context Max Output Input Output Latency Throughput Uptime
© DE 8 B P2 164K 164K $0.50 $1.50 0.37s 20.901ps m
Fireworks Context Max Output Input Output Latency Throughput Uptime ..

AG U B @ P2 131K 131K $0.90  $0.90  122s  63.72wps m
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[ TextGeneration @ Transformers @ GGUF @ English qwen2  deepseek

# Model card *I= Files and versions ¢ xet & Community

See our collection for versions of Deepseek-R1 including GGUF and original
formats.

Instructions to run this model in llama.cpp:

qwen €3 unsloth

£ Edit model card

Follow B Unsloth Al 10.5k

conversational

3 arkiv:2501.12948 @ License: apache-2.0

H &, Train v % Deploy ~ LJ is model

Downloads last month W

19,224

Modelsize 2B params  Architecture qwen2

@ GGUF ©
{2} Chat template
Oryou can view more detailed instructions here: unsloth.ai/blog/deepseek-r1
1. Do not forget about < | user | > and < | Assistant | > tokens! - Or use a chat s companblity {Apple M3 htax|(64,58) X1 @
template formatter L-bit £21Q1_5 [700MB  ## 1QL_M | 716 MB
. i v #1Q2_XX5 |775MB | # Q2K |753MB | # 1Q2_M [792 MB
. 2-bit
2. Obtain the latest 11ama.cpp at https://github.com/ggerganov/llama.cpp i S 0alkUl sosm e 02 G B8N
3. Example with Q8_0 K quantized cache Notice -no-cnv disables auto 3-bit % 1Q3_XXS 852 MB | #% Q3_K_M (924 M8 || 8% Q3_K XL 968 MB
conversation mode 4bit £2104.XS 1168 | #4 Q4_K_M |1.12GB | # Q4_K_XL |1.19GB
5-bit # Q5_K_M 129GB
./11lama.cpp/1lama-cli \
6-bit # Q6K |1.46GB
--model unsloth/DeepSeek-R1-Distill-Qwen-1.5B-GGUF/DeepSeek-R:
--cache-type-k q8_0 \ 8-bit #Q8_01.89GB
--threads 16 \
16-bit % BF16 |3.56GB
--prompt '< | User | >What is 1+1?< | Assistant|>" \
=no-cnv
Conversations llama cpp & o

@ New conversation

Hello from DeepSeek!

Thought Process

Hello from DeepSeek!

o

Hello! I'm DeepSeek-R1, an artificial intelligence assistant created by DeepSeek. I'm at your
service and would be delighted to assist you with any inquiries or tasks you may have.

< O

Type a message (Shift+Enter to add a new line)




deepseek-l‘1:1.5b ollama run deepseek-rl:1.5b ©Q

4, 47.6M Downloads (8 Updated 1week ago

DeepSeek-R1 is a family of open reasoning models with performance approaching that of leading models,
such as O3 and Gemini 2.5 Pro.

thinking 15b 7b 8b 14b 32b  70b 671b

Updated 1 week ago e0979632db5a - 1.1GB
model arch qwen2 : parameters 1.78B - quantization Q4_K_M 1.1GB
license MIT License Copyright (c) 20823 DeepSeek Permission is hereb.. 1.1kB
params { "stop": [ "<|begin_of_sentence|>", "<|end_of_sentence | >.. 1488

template {{- if .system }}{{ .System }}{{ end }} {{- range $i, $_ :=. 5568







