Chapter 1: GenAl in the Enterprise: Landscape, Maturity, and Agent
Focus
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* Agentic Loop

Sense
Perceive the environment and gather contextual data

Reason
Analyze information using LLM core and memory

Feedback on outcomes enables learning and adaptation

Plan
Devise a sequence of actions toward goals

Act

Execute the plan using tools to affect the environment
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Chapter 2: Agent-Ready LLMs: Selection, Deployment, and

Adaptation

[ Start: Loan Application Received ]

A

1. Document Processing

LLM Reason:
Validate and Parse Docs

' Action: 1
| Invoke DocumentValidationAndParsingTool !

Observe:
Parsed Data and Validation Status |

3
2. Risk Assessment

LLM Reason:
Assess Risk (Credit/Fraud)

Action:
Invoke CreditCheckTool and FraudDetectionTool

1

Observe: i
i Credit Score and Fraud Risk

3. Compliance Check

LLM Reason:
Check Compliance

I Action: ]
| Invoke ComplianceCheckTool |

B

; Observe:
: Compliance Status

b
4, Final Step
LLM Reason:
Determine Final Step

] Action:
! Prepare Summary / Invoke DecisionTool

End: Process Complete

Legend / Key

[Start / End (Thick Border)]

[LLM Reason (Solid Border)]




Continuous Governance

Security and Compliance Monitoring ‘ 1. Develop and Version

(Prompts, Tools, Configs)

2. Deploy Agent

l

3. Monitor in Production
- Task Success Rate
- Tool Accuracy
- Response Quality
- Latency and Cost
- Drift Detection

l

4. Log and Trace
(Inputs, Reasoning Steps, Outputs) Iterate

l

(User Ratings, Reviews, Implicit Signals)

5. Gather Feedback

(Identify Issues and Opportunities)

6. Analyze and Triage

7. Refine and Improve
(A/B Test, Update Prompts, Fine-tune)




Chapter 3: The Spectrum of LLM Adaptation for Agents: RAG to
Fine-tuning

| Generic LLM-Powered Agent ‘

Undergoes

Resultsin

| | ! }

Benefit 1 Benefit 2

Enhanced Improved Benefit 3: Benefit 4:

Accu Reliability Optimized Better Goal

racy -
ARG &TI’\:IS"‘- Efficiency Alignment
/ worthiness / \ \
Produces Initiates contextually Minimizes Adheres rigorously Smaller, specialized Achieves lower Reduces Shapes LLM behavior Aligns with
precise appropriate actions occurrence to factual meodels can operational computational to closely match user's
responses of hallucinations information outperform latency costs desired goals and operational
larger ones on pr d objecti p
narrow tasks




Orchestrator Agent:
NewCustomerOnboarding_Agent

Orchestrates Workflow

[1. Delegate KYC Check]

-

invokes
A 4

Invoke AgentTool:
KYC_Agent [2. Delegate Credit Assessment]

(A specialist Sub-Agent) —

invokes
v

Invoke AgentTool:
CreditCheck_Agent [3. Send Welcome Email]
(A specialist Sub-Agent) =

invokes

4

Invoke Tool:
End Process send_email_tool
(A simple, fine-grained function)

Financial Analyst Agent (With RAG) Data Sources (News, DB, Stock, API)

User

Request current sentiment summary on SMCP

Reasoning
Identifies need for real-time data:
Earnings, News, Stack Price.

RAG Step 1: RETRIEVE

Search("CompanyCorp earnings Q1 2025 since:yesterday”)

Get current stock price (SMCP)

Return: “Reuters: EPS beat...”, “Stock: +7.5%"

| RAG Step 2: AUGMENT

Consolidate retrieved snippets into context window.

1

| RAG Step 3: GENERATE

Synthesize facts into narrative.

o

Return Specific Response: “Market sentiment is positive. Stock up 7.5%..."
. r

Qutcome: Actionable Insight
Decision grounded in real-time data.

User Financial Analyst Agent (With RAG) Data Sources (News, DB, Stock, API)




Transaction System Compliance Agent (No RAG)

Review $75k Transfer (Country A -> B)

Limitation: Static Knowledge
Lacks current AML rules for Country A,
and specific bank policy overlays.

Internal Reasoning (Generic Principles)

—

Return Generic Response: "High Amount. Flag for Manual Review."

QOutcome: Inefficient & Risky
Missed specific "Form XYZ" regulation.

Transaction System Compliance Agent (No RAG)

Transaction
system

Compliance Agent

internal =
(with RAG) Regulatory DB Policy Repo Sanctions API

*Review 575K Transfer (Country A=> B) |
>

Reasoning:
Indentifies need for specific AML rules,
Internal thresholds, and sanction status

RAG Step 1: RETRIEVE

[Parallel Queries]

Query rules for >$50K outbound (Countty A)

Query policy for >$25k pergonal transfer

Check "John/Doe" (Country B)

v

RAG Step 2: AUGMENT

Return: "Requires Form XYZ + EDD"

Return: "Requires Level 2 Mpnager Review"

RAG Step 3: GENERATE

Synthesize specific breaches and actions

Return Specific Recommendation:

Outcome: Conpliant & "Hold, Initiate EDD, Request Form
‘Auditable Dadision XYZ, Route to Level 2 Manger."
grounded in specific policy e ?
Transaction

Compliance Agent

internal .
(with RAG) Regulatory DB Policy Repo Sanctions API

system




Chapter 4: Agentic Al Architecture: Components and Interactions

Level 3: Al Agent
Goal-Oriented, Stateful, Adaptive
(Sense-Reason-Act-Reflect)

I

Evolves into

Level 2: Automated Workflow
Deterministic, Rigid, Scripted
(If-This-Then-That)

|

Integrated into

Level 1: LLM / Model
Stateless, Probabilistic, Passive
(Responds to Prompt)




Client Interaction

‘ Applicant Submits Form ‘

Writes

A

Intake Agent

Agentic Loan Pipeline

A2A Protocol

—b{ Credit Check Agent |

reads/writes

reads

reads

—“b‘ Risk Assessment Agent }‘

A2A Protocol

4

A2A Protocol

Compliance Agent F

A2A Protocol

v

[ *|Approval Agent

|

Approved?

reads

A2A Protocol

queries

queries

writes decision

Disbursement Agent ‘ \ Appeals Agent

Updates status

reads

4 v

4»{ Short-Term: Session Context |-

¥ 3 3 Shared Memory Layers

v v v

Long-Term: Historical Knowledge




Scenario B: Grounding Failure

Scenario A: Rich Context

User Request
User Request l

l

Retrieve Context

Retrieve Context

Fail: Stale/Missing

Success
Context:
Context: Empty or Outdated
Live Data and Rules l

LLM Reasoning

LLM Reasoning

l Relies on Training Data

Grounded Action Hallucination /
Incorrect Action




Interaction Models

Direct Communication

Inventory Agent

Direct Message

{task: reorder_part}

Procurement Agent

Indirect Communication (Stigmergy)

Manufacturing Agent

\

Updates Status in

Shared

Logistics Agent

Database

)

Monitors

The Emerging Agentic Stack (Example: Logistics Agent)

Collaborates With
(e.g., A2A)

Logistics

Agent

Uses External Service
(e.g., MCPr

Executes Local Code

Layer 3: Agent-*-Agent Protocol

External
Freight Forwarder
Agent

Layer 2: Topl Protocols

External
Weather API

Layer 1: Function Calling

Internal Function
calculate_optimal_route()




Chapter 5: Multi-Agent Coordination Patterns

Where is the latest
security audit?

Pattern 1: Semantis Intent Extraction

LLM Extractor

Function Call Extraction

Structured Intent Object
Action: FIND
Resource: DOCUMENT

N
\

Pattern 4: Graph-Constrained Routing

Capability

raph

Lookup: {Fini.:l, Document)

Graph Router

( \

Valid Path Found Invalid Path

v

Execution Layer i

Sales Agent

Compliance nt
1 = (Find, SalesReport)

(Find, Document)

Executes Task




Supervisor Architecture
N
tart

AN

v
User Request ‘

v
Orchestrator Agent

Assigns T; Retur sult Assigns,Task Returns Result Makes Fipal Decision

2\
Worker Agent 1 Worker Agent 2 '\Eid/'
Swarm Architecture
Agents

Agent polls

Research Agent

2. Updates State to Researched

Agent polls

v

User Request Shared Task Board Drafting Agent

3. Updates State to Drafted

Agent polls

Editor Agent

4 Updates State to Complete

1. Posts Task




Contributors

Agent: Perception/IE Agent: Planner Agent: Tool Specialist

l

Blackboard: Typed Facts +
Hypotheses

Evaluator / Validation
Policies

Ingress / Requests

reject/repair

Materialized Views

Phase Controller

provenance/versions

Audit & Versions

Answer / Artifact

Billing g Subtree gesearch Subtree
Billing Supervisor Research Supervisor
A 3

Billing Agent I Scraper Agent 2 l [Scraper Agent 3




1
Root Supervisor

Risky Zone (Sandboxed) Safe Zone

Query Supervisor

’ Code Exec Supervisor
w

~
~

2. Restarts W3 (One-For-One)  1.Crashes/Timeout

\ ,

‘ Python Runner Agent | File 10 Agent ‘ Search Agent

Summarizer Agent

Market Analysis Workflow
Synthesis

.| gather_sales_data
"| (DataRetrieverAgent)

analyze_competitor_chatter synthesize_findings_and_draft_report
(SocialMediaMonitoringAgent) (ReportWriterAgent)

End: Report Complete

Start: Market Analysis Goal }

summarize_analyst_reports
(FinancialDocsAgent)

User_A Agent_A Shared Knowledge Base User_B Agent_B

Reports “Error 503 on ProWidget X" N

»

Discovers solution: “Clear cache”

Provides the solution to User_A

Writes successful solution

Knowledge:
{problem: “Error 503",
solution: “Clear cache”}

Some time passes...

Reports a similar issue

Performs semantic search for issue

A

Returns the solution found by Agent_A

‘Sugges‘fs “Clear device cache” on first try

User_A Agent_A Shared Knowledge Base User_B Agent_B




Centralized Tool Routing

Central Orchestrator Agent

3. Delivers Response

User Request Request Type?

Financial Agent Weather Agent

2. Invokes Financial Tool 2. Invokes Weather Tool

get_stock_price get_weather

Request

Database

Database Agent

query_database

" Result

2. Invokes Database Tool




Orchestrator

Financial Agent Team

Act onreliable co

OptimistAgent PessimistAgent RealistAgent
Request Revenue Forecast
Request Revenue|Forecast
Request Revenue Forecast
[par) 1 [Round I: Initicl Forecasts] | ||
Forecasts: $110M
Forecasts:|$95M
Forecasts: $102M

Report Consensus: $

nsensus forecast

]

Orchestrator

Adjusts to

[Round 2: Adjust

ward avg

P

Adjusts to

Forecasts]

ward avg

]

Adjusts to

ward avg

Process repeats until values converge...

s: $103M

OptimistAgent

PessimistAgent

RealistAgent




AnalyticsAgent

ResourceManagerAgent

Request GPU Lock at 2:00 AM

TrainingAgent

Request GPU Lock at 2:00 AM

Detects Conflict

State Priority & Flexibility

Confirmation: Slot granted at 2:00 AM

Reply: {priority: ‘high’}

State Priority & Flexibility

]

Reply: {priority: ‘low’}

Asks lower-priority agent for new time

Counter-offer: Propose 4:00 AM start

Confirms new schedule resolves conflict

AnalyticsAgent

ResourceManagerAgent

Confirmation: Slot granted at 4:00 AM

TrainingAgent




Agent sends AMR request with priority |
AMR_Dispatcher
Agent

Evaluate Pricrity

Medium Priority Low Priority
\\
p \ \
.
Is an AMR Is an AMR aveilable AND no Is an AMR available AND no
available? high-priority tasks are waiting? higher-priority tasks are waiting?
-

High Priority

% N

No

Yes No

Place in Place in
Medivm-Priority Queve Low-Priority Queue

Place at front of
High-Priority Queue

Assign AMR
to Task

{ amr

Y
"\ D\‘spcﬂched/‘
\

N

ThroughputAgent SupervisorAgent FaimessAgent

Propose Plan: "Advance Batch®

Simultaneously...

Propose Plan: "Hold for Fairness Review”

i

Detects conflicting plans for the same batch

Consults Internal Policy Framework

<

Finds "Fairness > Speed” policy

Action Approved: “Proceed with Review"

............................................................... .
Action Denied: "Halt and Await™
‘ ______________________________________________________________
Performs fairness analysis..
Report: “Batch Status: FAIRNESS_PASSED"
Conflict resolved, process can continue
Directive: "Proceed with Approved Batch®

ThroughputAgent SupervisorAgent FaimessAgent




No

Sense for Obstacles

Obstacle Avoidance Sub-Loop

Obstacle Detected?

Yes

A4

Execute Avoidance Maneuver

Drone Agent Control Loop

Calculate Position Error

Error within Tolerance?

Sense Neighbour Positions

Yes

Y

Calculate Adjustment Vector

Maintain Current Velocity/Heading

Adjust Velocity/Heading




Chapter 6: Explainability and Compliance Agentic Patterns

SupervisorAgent DiscountAgent ComplianceAuditAgent UserDatabase

Process discount (with constraint)

v

Result: {status: “SUCCESS”, ...}

Audit (Originallnstruction, WorkerResult)

h 4

Query order history for ‘user123’

User is not new

< ...............................................
Result: {audit_status: “FAIL", ...}
< .......................................................................................................
Revert discount &|take corrective action
SupervisorAgent DiscountAgent ComplianceAuditAgent UserDatabase

Pass

Alignment_Check Define_Action Execute_Action

.—*@E_Thought ={ Define_Corrective_Action } > Tusk_C@ﬁu.

3

No

Reflective Loop

Objective Function Check

PASS: :
Insightful & Aligned -

FAIL: Error or Redundancy

A4

A
Finalize Action / Update Memory

Receive Goal & Shared Context | | Temporal Re-grounding & Revision

A4
Generate Thought Unit

— ¥




Without Anchoring: Instruction Drift

Supervisor Agent
Context:
- Critical Instruction
- Task Details...

Passes Context

.

Agent 2
Context:

- Agent 2 Reasoning...

- Critical Instruction
- Agent 2 Data...

Passes Context

v

Agent 3
Context:

-Agent 3 Reasoning...

- Agent 3 Data...
- Critical Instruction
- More Data...

Misaligned Output

With Persistent Instruction Anchoring

Supervisor Agent
Context:
- PERSISTENT_GOAL:
- Critical Instruction
- Task Details...

Passes Context

b

Agent 2
Context:

- Agent 2 Reasoning...
-PERSISTENT_GOAL:
- Critical Instruction
- Agent 2 Data...

I
Passes Context

!

Agent 3
Context:

- Agent 3 Reasoning...
-PERSISTENT_GOAL:
- Critical Instruction
- More Data...

v

Aligned Output




: External Event:
i Storm at Port X

Detects

Agent & Collective

Monitoring Agent

1. WRITE Update:
‘Event: Storm at P

Shared Epistemic
Memory
............... (Source of Truth)

e
-
-----
-----
- -
------
e -
-------
- .
.- .
.- -
_______

2. READ Context. 4. READ Context

Shlpment B2:

' Route Database

..“ V
Logistics Agent cUstome/{gr;?‘ttiﬁcation
5. ACTION:
Check Jmpact Notify of Delay
G 5 v
' Internal Tool: |  End User / Client




Chapter 7: Robustness and Fault Tolerance Patterns

Core Execution & Redundancy

1
‘Loanrches‘rrmorAgenﬂ

Primary Path Redundant Path Shadow Path If Primary Fails

CreditScoringAgent BackupCreditAgent CunaryAgenf‘ | FallbackL LMAgent ‘ Updates
Score

Supporting Services & Guardrails

RatelLimiter «—— FirewallAgent l‘ggl?:]rl J'Ei-rr:::)ie) ‘ Checkpointer  TrustEvaluatorAgent

Loan Orchestrator PCA,BCA

Dispatch sk Retu esult Dispatches task Returns result Sends r s for comparison

Primary Credit Agent Backup Credit Agent
(Model A) (Model B) Resolver Agent
Ag/ \‘gree
Decision: Approve/Reject Human Review
No
'
Success Auto Decision
Low Confidence / [
Ambiguity?

Fallback Model /

e e Fail Escalate to Human




Watchdog Orchestrator Primary Agent

Call Primary Agent (Task Starts)

¥

par [Timer Countdown]

Start Timer (e.g., 10s)

[Primary Agent Execution]

Processing Task...

alt [Primary Agent Responds in Time]

Returns Result
‘........-...............-...............-..........

Task Successful, Timer Canceled

[Primary Agent Times Out]

Cancel/Terminate Task

X

Timeout! Triggering Fallback.

Call Backup Agent

Backup Agent

Watchdog Orchestrator Primary Agent

Y

Returns Result (Fallback)

Backup Agent




Orchestrator

l

Call Extraction Agent with Initial Prompt

Is Result Valid?

Yes

Mutate Prompt

Return Result (e.g., add 'think step-by-step)

l

Call Extraction Agent with Mutated Prompt

l

Return Final Result




[Start Monitoring Loop

Is Agent Healthy?

Ye

Wait Next Interval Log Failure

N/

Resuscitate Agent




Start

Checkpoint ‘Cleaned’ Exists?

No

¥

Clean Text

Yes

Save 'Cleaned' Checkpoint

Checkpoint 'Entities’ Exists?

Extract Entitles

Yes

r

Save 'Entities' Checkpoint

A A 4

Summarize Text

End




Start

Dispatch Task to Agent A, B, C

]

[

Parallel Execution

|

v

Agent A
'‘Approve'

Agent B
'Review'

Agent C
‘Approve'

Aggregate and Tally Votes

Yes

Y

Is there a Majority?

Final Decision is Majority Vote
‘Approve'

No

Escalate to Human Review

End




Loan Application Causal Graph

Node 1: Raw Application Data

l

Node 2: DataValidationAgent
Output: Validated Data

S

Node 3: External Credit Report

/

Node 4: RiskAssessmentAgent
Output: Risk Score = 75

l

Node 5: FinalDecisionAgent
Output: Decision = Deny




Untrusted User Input

l

Sanitize Input

l

Wrap Input in Delimiter Tags

l

Construct Final Prompt
System Instructions + Wrapped Input

l

Call LLM

l

Return Safe Summary




Sender Agent

l

FirewallAgent

Policy Check

allowed_senders and content rules

Forward to Recipient Agent Reject + Alert

l '

Return Result to Sender SecurityLog + Notify




Orchestrator

l

Sandboxed Execution Envelope
(with strict resource/network limits)

l

Run Agent/Code

Violation or Timeout?

Return Bounded Result Terminate Process

l

Raise Security Alert & Escalate




Before: Inefficient (High Overhead)

Message wil 10MB Data

Orchestrator 2. Get Referénce ID

4, Retrieve Data

Worker Agent 3. Send Reference ID

1. Store Data

Worker Agent

After: Efficient (Low Overhead)
Shared Cache

Incoming Request

Yes

Within Rate Limit?

Invoke Agent & Update Timestamps

Return Result

Reject Request
Return retry_after’




Start

l

Call Primary LLM

Is Result Valid & No Error?

Return Primary Result Call Backup LLM

l

Return Backup Result




Start

Select Agent with
Highest Trust Score

Invoke Agent

Yes

Update Score - Increase Trust Update Score - Decay Trust

v
Return Result More Agents to Try?

Escalate to Human




Orchestrator

shacibyv input

+ Offline Evaluation;

Stable Agent Canary Agent

Return Result to User Compare Outputs

Log Metrics & Analyze




Chapter 8: Human-Agent Interaction Patterns

Agent's Autonomous Flow

Start: Process Loan Application

Analyze Property Appraisal

Discrepancy Found?

Continue Automated Approval Trigger Human Escalation




Human Escalation and Resolution Flow

Agent Calls HumanReviewTool

l

Human Underwriter Notified

l

Review Package on Dashboard

Make Decision

Send Decision Back to Agent




Human MarketAnalysisAgent

Delegates goal: "Generate competitor report..."

am

Autonomous Work:
1. Create Plan

2. Execute Sub-Tasks

3. Synthesize Report

Delivers final report document

Human MarketAnalysisAgent

Human Retail Chatbot getOrderStatusTool Shipping DB

"Where is my order

1

1. Classify Intent (Order Status Query)
2. Select Tool (getOrderStatusTool)
3. Extract Parameters (order_id: "ABC-123")

run(order_id="ABC-123")

‘ Query for order "ABC-123"

Return structured data:
{"status": "In Transit", "location": "Denver, CO", ...}

Formulate human-readable response from tool result.

"Your order

Human Retail Chatbot getOrderStatusTool Shipping DB




Financial Analyst

ResearchAssistantAgent EarningsCallSummarizerAgent

TechnicalChartAgent NewsSentimentAgent

"Give me a full workup an CompanyCorp..."

il

Decompose task into sub-tasks. |

par

run_async(company-"CompanyCorp")

| Summarize earnings call

Return earnings_summary

run_asynclcompany-"CompanyCorp")

Return chart_analysis

run_asynclcompany-"CompanyCorp")

Return news_sentiment

Await results and synthesize into @ single report.

Return final_report [

Financial Analyst

11
Scan for negative news

ResearchAssistantAgent EarningsCallSummarizerAgent

TechnicalChartAgent

‘ NewsSentimentAgent

"Primary Application Context"

Human AirlineBookingAgent HotelBonanzaProxyAgent

"Book flight, apply
'HotelBonanza' discount.”

>

Policy: Must use proxy
for HotelBonanza system.

handle_request({"action":
"validate_discount", ...})

»

1. Translate internal request
to external APl format.

"External System (Partner)”

HotelBonanza API

"discount_code

mmmmm e mmm e

Apply discount code
to flight booking.

"Your flight is booked with
the discount applied.”

%

Human AirlineBookingAgent

Return {"status":

POST /v2/discounts
(with secure APl key)

Return complex JSON response

2. Translate external response
to simple internal format.

success”,
'APPLIED123"}

HotelBonanzaProxyAgent

HotelBonanza API




Chapter 9: Agent-Level Patterns

Shared Memory

Agent 2

Agent 2

Agent

Collaboration 43

Agent1
MCP
Memory Goals
Reason 1  Agentl —» Sense

Coordinate

- Tools

/.

User

Single Agent Baseline Pattern

Reasoning Framework

/mﬁze’—’

—initiates-Task—| Single Agent

mwth—b Set of Tools




Loan Agent Workflow

Application Submitted

l

Agent Evaluates

l

Calls Tool: get_credit_score

Sends Data

Is Credit Score >= 680?

Approval Denial




Process Flow: Handling a Message

User Message

Problem: How to maintain coherent understanding?

Solution: Agent-Specific Memory

is part of Long-Term Memory
summarizes
\\
v
Memory Summary [LLM’s Context Window] LPersistent Storage (Vector DB, Key-Value Store)J

is part of

Prompt Generation

v
LLM Call

Agent Response




Context-Aware Retrieval (RAG) Pipeline
User Query]
Knowledge Preparation
Retrieval Knowledge Source

[ S—,

Vector Database

_/

/

N

Augmentation

l

LLM

l

Generation

v
Grounded Response




Reasoning Process

Self-Correction Loop

Agent

l

Preliminary Prompt

l

LLM

l

Preliminary Output

Instructions/Goals

and

~
/ and\

Critique Prompt

l

LLM

l

Critique

Final Decision




| Image Input ——# OCR Service

—b{ Extracted Text —P{ LLM for Reasoning —b[ Final Decision |

[ Image Input

[Text Prompt

Multimodal LLM

—b[ Final Decision }




Chapter 10: System-Level Patterns for Production Readiness

Agentic System Environment

Agent Application Layer
Agent A
5. Invoke 8 Return 2. Authenticated
‘Result Request - -
* 3. Query 4.Res ondil Entry & Security Perimeter
A . AP| Gateway
Core Infrastructure Services /ilyish Event B Sitaanla Lot | -» Agent Authentication
Message Bus Central Registry |- and Authorization
Event-Driven [+ Tool and ]
Reactivit Agent Regist .
i g 2l 9. Final Ext 1Syt
Response 1.Request xiernal Systems
— ] po ed & Users
Listens for events 7. Push Event —| | \
—
Governance Services \E
Real-Time Compliance Monitoring
External Logistics Message Inventory |1AM API Tool & Agent Compliance! Customs
Partner Bus Agent System Gateway Registry Monitor PaymentAgent
1. Event Driven Reactivity
Publish
(shipping_events) |
Push event
(Container Arrived) |
2. Agent Auth & Authorization
Request access token
»
Return JWT
Get manifest (wih token)
»>
Return manifest data
< ........................................................
3. Tool & Agent Registry
ind(*payment agent*)
le Return PayAgent endpoint
4. Real-Time Compliance Menitoring
Publish
"~ (payment_request) .
P - Push event for review
Adjudicate against policy
Push validated request :‘
>
Process payment
External Logistics Message Invenfory |1AM API Tool & Agent Compliance! Customs
Partner Bus Agent System Gateway Registry Monitor PaymentAgent




Agent

Registry

"Tool / Agent A"

"Tool / Agent B"

1. Discover("Find capability: get_qucte”)

2. Return([ToolA_endpoint, ToolB_endpoint])

3. Invoke (Part XYZ)

4, Quote A

4, Quote B
.‘. _____________________________________________________________
Agent Registry "Tool / Agent A" "Tool / Agent B"
Agent "Compliance Monitor" "Policy Engine (e.g., OPA)" "Data Store”
1. Request: Access Patient
|
2. Adjudicate (Action: Read, Resource: Patient
I
”
3. Decision: DENY (Consent Missing)
‘, _________________________
4, Block Action (403 Forbidden)
I
Action is blocked.
No call is made to Data Store.
Agent "Compliance Monitor" "Policy Engine (e.g., OPA)" "Data Store"
"Requesting Agent (SalesAgent)" "AP| Gateway / Resource” "IAM System"”

1. Request data (Header: Auth JWT)

6. Return Data

"Requesting Agent (SalesAgent)"

v

2. Authenticate(JWT)

3. Valid Token (Identity: SalesAgent, Role: sales_role)

4, Authorize(Role: sales_role, Action: read_history)

5. Permission: GRANTED

"API Gateway / Resource”

"IAM System"




"Event Producer (Web Server)"

"Message Bus (e.g., Kafka)"

"Consumer (TriageAgent)"

"Consumer (ArchivingService)"

1. Publish (Topic: new_tickets, Event: {...})

"Event Producer (Web Server)"

h 4

2. Push Event

3. Process|Ticket

]

2. Push|Event

3. Archive Ticket

]

"Message Bus (e.g., Kafka)"

"Consumer (TriageAgent)"

"Consumer (ArchivingService)"




Chapter 11: Advanced Adaptation: Building Agents That Learn

Self-Improvement Flywheel

2. Evaluate
A Scorer Agent evaluates the solution against quality criteria.

A

Model tuning pipelines (SFT, DPO) update the models based on the evaluation.

l

4. Deploy
The improved models are safely rolled out back into the system.

Completes Loop

1. Generate
A Planner Agent generates a potential solution (e.g., a workflow).




Hybrid Architecture
[User Request]

l

Planner Agent

Generates N Solutions

Feeds into Learning Loop

Scorer Agent

Evaluates & Ranks Solutions

Ranked Feedback

[ Final Best Solution ]




Evaluation Process

Planner Agent Golden Dataset

\ }

Generated Workflow Golden Workflow

Scorer Agent
1. Compares Generated vs. Golden Workflow
2. Calculates Dimensions (Coverage, Order)
3. Aggregates into Final Score

Custom Score (e.g., 0.85)

— S —
- ~

C =

Feedback Loo




Source Document

- Generate Two Versions

With High-Quality Context With Low-Quality Context

* Preference Pair *
Good Output Bad Output
Chosen\ Rejected
Pair

l

Training Dataset for Scorer




Co-Evolution Cycle

Planner (v1) Scorer (v1)

\ )

1. Generates Outputs 2. Evaluates Outputs

3. Provides Feedback

Tune Planner (via RL/DPO)

4. Creates

Planner (v2)
5. Generates Harder Examples

New Synthetic
Preference Data

8. Starts Next Cycle
6. Tune Scorer (via DPO)

\

7. Creates

Scorer (v2)




Red Team Agent

/

Generates Adversarial Prompts

v

Production Agent System

l

Produces Output

Analyze for Flaws

Vulnerability Found

v

[Log for Remediation ]




Agentic System

Incurs Costs (Tokens, CPU)

Cost Monitor

Compares Against Triggers A

Predefined Budgets

Alerts / Throttling

ert or Action




ROI Data Pipeline

Agent System Logs
(e.g., Resolution Rate)

S~

Business Systems
(e.g., CSAT Scores, Costs)

—

[ ETL Pipeline]

l

Data Warehouse

Key Performvlce Indicators

Business Intelligence Dashboard

“

KPI: Cost per Incident
(1 20%)

™

KPI: Customer Satisfaction
(1 10%)




Chapter 12: A Practical Roadmap: Implementing Agentic Patterns
by Maturity Level

Level 1 - The Foundational System - Monolithic & Synchronous

. Worker A

1 Worker 81

| B

‘. User Request Jf—h Supervisor Agent

Final Result

Key Patterns

- Supervisor Architecture
- Basic RAG
- Watchdog Timeout
- Agent Calls Human

Level 2 - The Production-Ready Service - Microservices & Asynchronous

Orchestrator Agent Agent A Agent B ‘ Agent C

-

< Key Patterns
: R 2y
\ 4 ~— - Event-Driven Reactivity

; Shared Memory - Auto-Healing and Fallback Models

Tool & Agent Registry (Redis / DB) - Causal Dependency Graph

- Agent Delegates to Agent

Level 3 - The Self-Improving Ecosystem - Learning System
Self-Improvement Loop
- Consensus and Negotiation

- Fractal Cot

. - Trust Decay + Scoring
Syg:ee’rlrzzifu 4’{ MLOps Tuning Pipeline Agent Swarm Message Bus - Canary Testing
'y Updated Models - Coevolved Agent Training
Logs and Outputs




Chapter 13: Use Case: A Single Agent for Loan Processing

Monolithic Loan Agent
Toolbelt

validate_document() ‘

Internal State run_credit_check() ‘
State Object
Reasoning Core - borrower_id
FCoT Prompt - credit_score
- risk_level

‘ check_compliance() l

External Systems & APIs

Document Storage Credit Bureau API Internal Risk Model ‘ ‘ Compliance Engine




Chapter 14: Use Case: A

Multi-Agent System for Loan Processing

Hierarchical Agent System

Supervisor/QOrchestrator Agent

l

Specialist Crew

Specialist Agent A
e.g., Document Validator

Specialist Agent B
e.g., Credit Checker

Specialist Agent C
e.g., Risk Assessor

[ Document Validation Agent]

Credit Check Agent

Multi-Agent System

Orchestrator Agent

\

Risk Assessment Agent

[ Compliance Agent ]

v
[ External System/DB J

External API

v A 4

{ External System/Rules J

Y
[ External Rules/DB }

Tool 2: Run

Monolithic Agent

Monolithic Loan Agent

edit Check Tool 3:"Assess Risk heck Compliance

External System/DB}

[ External API ]

[ External System/ Rules] External Rules/DB




