Chapter 1: What Is Generative Al?

MMLU Performance

90

80

70

60

50

40

30

Gemini Ultra
Claude 3 Opus
® Few-shot GPT-4 Leerao (Mix)
#®  Zero-shot
== Random PalLM 2
------ Average human rater (large)  Claude 2
-—-—Average human expert Flan-PaLM DPRX
Chinchilla Grok-1
PaLM (540B) Mixtral
GPT-35 LLaMa 2 70B
Gopher
GPT-3
GPT-2 GPT-J (6B)
2019 2020 2022 2023 2024

Release Date




Al

/)/— +neural networks 4-\

+reasoning
+learning

+autonomy

ML

<t

+statistical learning

+algorithms

DL

+deep learning

LLM

LanguageModel

"

+sequence modeling

+probabilistic

+large scale
+transformer
+self-supervised




Positional
Encoding

I ~
%[ Add&Norm ]
Feled
Forward

9' Add&Norm |

[ Mult-Head ]

Attention

Output
Probabilities
AN

Softmax ]

A

Linear

N

Add&Norm )

7

|
Feed A
Forward

I

[

Add&Norm ]é

[

Multi-Head
Attention

N/

/

; N\
Input
Embedding

Input

A\A\ji

[

Add&Norm ]é

Masked
Multi-Head
Attention

S

AN A

O

[

Output
Embedding

Output
(shifted right)

Positional
Encoding




License .
5 Gemini-Ultra
10" | @ Apache2.0 i
s MIT
= Proprietary
o | * Non-commercial research
10 | @ Responsible Al
+ CC-BY-NC+4.0
A Llama 2 Community License GPT-4
© 5 | » Databricks Open Model License GLaM 5
210 Megatron-Turing-NLG “ PanGu-%
= egatron- unng
8 PaLM «Minerva PaLM-2
» Gopher,, OP THLEOM . o Grok-1
0] E 3.0-Tit -
3 , B m'TaMD ThaK B alacucaCIaude 2 Claude-3-Opus
g 10 C:au;:':ooso LLaMA—GOB | LLaMA-2-70B
> neht aBIoombergGPTJ’ClaUde © Mixtral
AlexaTM Falcon Leeroo-(Mix)
’ GPT-NeoX " e OpenAssistant
10 GI:T - Cere.bras-GPT
X
- GPT-Neo
10° GPT-2
BERT XLNet
[ ] L ]
2018 2019 2020 2021 2022 2023 2024
Date

The LLM Breakthrough

06-11-2020 01-27-2022 11-20-2022
1 1 l
i i '
1 1 L
GPT-3 InstructGPT ChatGPT GPT-
\j

{ ¥ ¥




Real Data

_E_> Positive

Samples

_>
Discriminator
—pp | Negative
! Samples
|
Generator .
Steps: 1 Steps: 2 Steps: 3 Steps: 5 Steps: 8

Steps: 10

Steps: 15

Steps: 20

Steps: 30

Steps: 40




vibrant portrait painting of Salvador Dali with a robotic half face a shiba inu wearing a beret and black turtleneck




Chapter 2: LangChain for LLM Apps

' What is 5*57?

The product of 5 multiplied by 5 is 25.
. What is 2555 * 25557

The product of 2555 multiplied by 2555 is 6,527,025.

(base) % bc -1

bc 1.06

Copyright 1991-1994, 1997, 1998, 2000 Free Software Foundation, Inc.
This is free software with ABSOLUTELY NO WARRANTY.

For details type “warranty'.
2555 * 2555

6528025
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Chapter 3: Getting Started with LangChain
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Chapter 4: Building Capable Assistants

What's the advantage of using langhain for question answering?

Ellduckduckgo_searchi langchain ~

Elcomplete! v

The advantage of using LangChain for questian answering Is that It provides 2 pawerful
framewerk and suite of tools te simplify the process of building applications powered by
language models, It allows for data-awareness and agentic interactions, and it is an opensource
library that is widely used and supported by the developer community.
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#E1 = WikipedLalThe Hennchatal
Evidence: The Hennchata is a cacktail cansisting of
Hennessy cognac..

—
WHET 15 the nane of the cognac house That maxes the naln
ingredient in The Hennehats?

BISA: Search for more information about The
Hennchata.
4EL = Wikipedia[The Hennchata]

Find oul the main ingredient of The Hennchata.
4E2 = LLM[Wnat is the nain ingredient of The
Hennchata? Given context: #E1]

' #62 = LLN[what 1s the main ingredient of The lennchata?
'
'
1
'

PI&H: Search for more Informatlon abeut the maln ]
'
1
'
'
'

Glven context: Tne Hennchata 1s a cocktall conslsting of
Hennessy cognac..]

Evidance: Hennassy cognac

#E3 = Wikipedia[Hennessy cograc]
ingredient. Evidence: Jas Hennessy & Co., cormonly known
#E3 = Wikipedia[#ez]

Find out the cognac house that makes the main
ingradient.

4E4 = LLM[Wnat 15 the name of the conac house that
makes the main ingredient ¢£27 Given context: 7E3]

4 = Lim[urat 15 the name of the cognac house that
rekes the main ingredient Hemnessy cosnac? Given
Context: Jas Hennessy & Co., comonly knawn ]
Evidence: Jas Hernessy & Co.

--------------------------
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Solve the task given provided plans and o
PE&R: sScarch for more informaticn about The Hennchata.
Evidence: The Hennchata 15 3 cocktafl consisting of Hennessy cognac and Mexican rice horchata agua Fresca .
BI8R: rind out the main ingredient of The Hennchata.

Hennessy cognac

PI&R: Search for more informstion about the main ingredient.

Evidence: Jas Hennessy & Co., commonly known simply as Hennessy (Trench pranunciation: [enesi]).
BI&i: Find aut the cognac hause that makes the main ingredient.
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(b} ReW0O

Planner

Ask a research question!

Reasoning strategy

© plan-and-solve

zero-shot-react

Which tools do you want to use?

ddg-search x J wolfram-alpha x J§ wikip

v/ Complete!

v/ Complete!

v/ Wikipedia: solve agent (large language models)

Ask me anything!

John Doe
Software engineer absessed with building exceptional products that people love
EA hello@openresume.com L, 123-456-7820 Q NYC, NY M linkedin.com/in/john-doe

<= WORK EXPERIENCE
ABC Company
Software Engineer May 2023- Present

» Lead a cross-functional team of 5 engineers in developing a search bar, which enables thousands.
of daily active users to search cantent across the entire platform

» Create stunning home page product demo animations that drives up sign up rate by 20%

« Write clean code that is modular and easy Lo maintain while ensuring 100% Lest coverage

DEF Organization
Software Engineer Intern Sumrmer 2022
» Re-architacted the existing content aditor to be mobile responsive that led to a 10% increase in
mobile User engagement
» Created a progress bar to help users track progress that drove up user retention by 15%
» Discovered and fixed 5 bugs in the existing codebase to enhance user experience
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Chapter 5: Building a Chatbot Like ChatGPT
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Drag and drop files here ‘s LangChain: Chat With
Limit 200MB per file « PDF, TXT, EPUB, DOCX, Docu ments

DOC

Browseiilcs Please upload documents to continue.




Chapter 6: Developing Software with Generative Al
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Write a recursive function, called biggest_last(), that takes a list of
integers as input, where the list elements can be in any order.
if the input list is empty or only contains one integer, then it returns
the input. Otherwise the function proceeds by starting with the first def biggest_last({values):
two elements and checking whether the larger one is the second one. if len(values) < 2:
If it is not then the two values should be exchanged, i.e., the smaller return values

value put into the first location and the larger value into the else:
subsequent location. Once this check is performed then the function
moves on by one location and repeats this until it has processed the
entire list. The function outputs that list with the largest integer in the
last location of the list. The output order of the other integers may be
different than their input order.

Remember a recursive function is one than calls itself to assist in
performing its task.

if values[@] > values[1l]:
values[@], values[l] = values[l],values[@]
return [values[@]] + biggest last{values[l:])




~ Spaces @@ bigcode bigcode-playground @ O like 355 Running

‘@

.. StarCoder Playground
This is a demo to generate text and code with the following StarCader models:
o : A finetuned version of StarCoderBase on English web data, making it strong in both English text and code generation.
: A code generation model trained on 80+ programming languages, providing broad language coverage for code generation tasks.

: : A finetuned version of StarCoderBase specifically focused on Python, while also maintaining strong performance on other programming
languages.

Please note: These models are not designed for instruction purposes. If you're looking for instruction or want to chat with a fine-tuned model, you can
visit the StarChat Playground.

Model
Choose a model from the list

StarCoder

Input

Enter your code here

Write a function that calculates prime numbers until a certain number

Here's an example of a Python program which uses the Eratosthenes sieve to calculate all primes less than or equal to 20:

def eratosthenes_sieve(n):
# create a list of consecutive integers from 2 up to n
candidates = [True] * (n + 1)

o

# set the first two elements in the list to False since they are not prime
candidates[@] = candidates[1] = False

for i in range(2, int(n**@.5) + 1):
if candidates[i]:
# mark all multiples of i as non-prime
for j in range(i*i, n+l, i):
candidates[j] = False




Sure! Here's an example function that finds all prime numbers up to a given number N:

def find_primes(N):
primes = []
for 1 in range(2, int(N*x0.5) + 1):
is_prime = True
for j in range(2, int(ix*0.5) + 1):
if i % j == 0:
is_prime = False
break
if is_prime:

primes.append(i)

return primes

This function uses trial division to check whether a number is prime. It starts by iterating from 2 to the
square root of N, and checks whether each number is divisible by any of the numbers between 2 and its own

square root. If it's not divisible, it must be prime, so it's added to the list of primes.

code-it package

Input text

Planner prompt Dependency tracker prompt

Y
Y

Actor

Virtualenv / pip install Generate code

A4

Sample N generations, score using Save source code to
Pylint, take best score persistent_source.py file

/

Execute code
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Chapter 7: LLMs for Data Science

pijain

o n

Write: 3 functian in python to add ? numbers

@ Jupyternaut

Certainly! Here is an example Pythan function
that adds two numbers:

Jul

def add_numbers (numi, num?}
result = numl + nun?
return result

Copy To Cllpbaare

This function Lakes in wo arquments, numL
and nun2, and retums their sum as the
resuIL You ean eall s function with any Lva
numbers ke this:

sum = add_nunbersi(d4, 5)
print{sus] ¥ Output: 5

Gopy To Glpbosre
Inthis case, the add_numbers function

retures the valua 9 , which is then assigned
10 the variahle sum . Finally, we print out the

value of sum using the prant fun

AUTO-SAVE & AUTO-DOC

INPUT DATA FILE

MODEL LEADERBOARD
T R e e

1_saseling saseline logloss 0.7
2_Decisionizes begision Tree  logloss 10.38
3_Default_Xgboost Kabooat Logloss

4_Default Neural¥etwark Newrsl Network logloss 0.341575 6.63
5 Default RandemForest Random Forest logloss 0353435 5.95
Znseable Ensenble logloss 0.265863 1.2

oo MANY VISUALIZATIONS

>

from supervised import AutoML TEL
automl=AutoML() Hl [
automl.fit(X,y) [+ ] [
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Chapter 8: Customizing LLMs and Their Output

o~ Create a new access token
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Generate a token

4.2

3.8

3.6

3.4

3.2

train/loss

50 100 150




0

|\ y' \“?




Chapter 9: Generative Al in Production
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Full-Text Search
Status Name Input Start Time Latency Toke
Q
> Q StringRunEvaluatorChair  {“run"{"id":"257ce091-...  11/09/2023, 12:25:13 © 1333 424
Name
> @ StringRunEvaluatorChair  {“run™:{7id":"257¢ce091-...  11/09/2023, 12:24:59 O 14.03: 421 Z
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> @ StringRunEvaluatorChair  {“run"{7id":"41701d63-...  11/09/2023, 12:21:57 O 1288 452 Status




Chatbot Playground

Ask a question

You: Hello, what's your name?
Chatbot: Hello! My name is OpenAl. How can | assist you today?

You: Could you describe more about this?

Chatbot: Of course! OpenAl is an artificial intelligence
organization that focuses on developing and promoting friendly
Al that benefits all of humanity. We work on various projects,
including natural language processing, machine learning, and
reinforcement learning. Our goal is to advance Al technology
while ensuring its responsible and ethical use. Is there anything
specific you would like to know about?

Write your question
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set of criteria. Here is the data:
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2 [BEGIN DATA]
3 *kk
E B ChatOpenal 4  [Input]: Do people tend to develop a preference for things simply because
©® 13325 © 424 they are familiar with them? Does this impact reasoning?
5 *kk
6 [Submission]: Yes, people often develop a preference for things they are
familiar with, a phenomenon known as the "mere-exposure effect" or
"familiarity principle" in psychology. This principle suggests that
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exposed to them more often. This can impact reasoning as it can lead to
bias. People might overlook or undervalue unfamiliar options, even if
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e Al rD Copy
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Chapter 10: The Future of Generative Models
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