
Chapter 1: Why Retrieval Augmented Generation? 

 

 



 

 

 

 

 

 

 

 

 



Chapter 2: RAG Embedding Vector Stores with 
Deep Lake and OpenAI 

 

 



 

 



 



 



 



 



 

 

 

 

 

 

 

 

 

 

 

 

 



Chapter 3: Building Index-Based RAG with 
LlamaIndex, Deep Lake, and OpenAI 

 

 



 

 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Chapter 4: Multimodal Modular RAG for Drone 
Technology 

 

 

 



 

 

 



 

 

 

 

 

 

 

 

 

 



Chapter 5: Boosting RAG Performance with Expert 
Human Feedback 

 



 

 

 

 

 

 



Chapter 6: Scaling RAG Bank Customer Data with 
Pinecone 

 

 



 

 



 

 

 

 

 

 

 

 

 



Chapter 7: Building Scalable Knowledge-Graph-
Based RAG with Wikipedia API and LlamaIndex 

 

 



 



 

 



 

 

 

 

 

 

 

 

 

 

 

 

 



Chapter 8: Dynamic RAG with Chroma and Hugging 
Face Llama 

 

 

 

 

 

 

 

 

 

 

 

 

 



Chapter 9: Empowering AI Models: Fine-Tuning 
RAG Data and Human Feedback 

 



 

 

 



 

 

 



 

 



 

 

 

 

 

 

 

 

 

 

 

 

 



Chapter 10: RAG for Video Stock Production with 
Pinecone and OpenAI 

 

 



 

 

 



 

 

 



 

 



 

 


